Int. Jr. of Contemp. Res. in Multi. PEER-REVIEWED JOURNAL Volume 5 Issue 1 [Jan- Feb] Year 2026

of
Contemporary Research

Multidisciplinary

Research Article

Artificial Intelligence in Drug Design: A Comprehensive Review

Ashish vig ", ““Neha 2, ““ Alpika 3, ““Muskan sharma 4, ““Navneet kaur 3
15 Sri sai college of pharmacy, Badhani, Pathankot, Punjab, India

Corresponding Author: *Ashish vig DOI: https://doi.org/10.5281/zenodo. 18723179

Abstract Manuscript Information
ISSN No: 2583-7397
Received: 13-01-2026
Accepted: 16-02-2026
Published: 21-02-2026
IJCRM:5(1); 2026: 680-691
©2026, All Rights Reserved
Plagiarism Checked: Yes
Peer Review Process: Yes

Artificial intelligence (Al) is transforming the landscape of drug design and discovery by
expediting key steps and improving success rates. This review provides a comprehensive
overview of how Al techniques are applied across the drug development pipeline, from early
target identification through clinical trial optimisation. Traditional drug discovery is
notoriously time- consuming (often over a decade) and costly (over \$1 billion) with a high
failure rate of >90% (Dermawan & Alotaiq, 2025; Ocana et al., 2025). In contrast, Al-driven
approaches leverage big data and machine learning to identify novel drug targets, virtually
screen large chemical libraries, design new drug molecules de novo, and predict crucial
properties like ADMET (absorption, distribution, metabolism, excretion, toxicity) with greater
speed and accuracy. We discuss sub- fields including Al-based target identification (e.g. using gy, N. Artificial intelligence in drug
network analysis and knowledge graphs), virtual screening and molecular docking, generative  design: A comprehensive review. Int
models for de novo drug design, ADMET and toxicity prediction, and Al enhancements in J Contemp Res  Multidiscip.
clinical trial design (such as patient selection and adaptive trials). Notably, several Al-designed 2026;5(1):680-691.

drug candidates have progressed to clinical trials in recent years, with an observed Phase 1 Access this Article Online
success rate around 80—90%, significantly higher than historical averages of ~40—60% (Sale et
al., 2025). We highlight case studies such as the Al-guided repurposing of baricitinib for
COVID-19 and the discovery of novel molecules (e.g. a DDR1 kinase inhibitor identified in 21
days). Key challenges—data quality, model interpretability, and regulatory acceptance—are
also examined. Overall, Al has demonstrated the potential to accelerate drug discovery
timelines, reduce costs, and yield innovative therapeutics, particularly in areas like oncology,
infectious disease, and neurology. Continued advances and careful integration of Al with
human expertise will be critical to fully realise its benefits in developing safer, more effective
drugs.
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1. INTRODUCTION ultimately obtain approval (Ocana et al., 2025). Key bottlenecks

Drug discovery and development is a lengthy and resource-
intensive process- intensive endeavor. On average, bringing a
new drug to market takes 10—15 years and costs on the order of
\$1-2 billion (Ocana et al., 2025; Dermawan & Alotaiq, 2025).
Despite these investments, the success rate is remarkably low:
fewer than 10% of candidate drugs that enter clinical trials

include identifying the right biological targets for intervention,
screening vast libraries of compounds to find active “hits,”
optimising those hits into viable lead compounds, and ensuring
safety and efficacy through preclinical tests and clinical trials
(Hasselgren & Oprea, 2024). Traditional methods are often
sequential and laborious, contributing to the high attrition rates.
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For example, many candidates fail in late stages due to
unforeseen toxicity or lack of efficacy, problems that ideally
would be caught earlier in the pipeline.

Artificial intelligence (AI) has emerged as a powerful tool to
address these challenges by analysing large and complex
biological and chemical datasets beyond human capacity
(Ocana et al., 2025). Al broadly encompasses machine learning
(ML) algorithms and other computational techniques that can
learn patterns from data and make predictions or decisions. In
drug design, Al can automate and enhance many steps: from
recognising disease patterns and novel drug targets in vast
genomics or proteomics data, to predicting how different
molecules will interact with those targets, to generating entirely
new molecular structures with desired properties (Hasselgren &
Oprea, 2024). Over the past decade, a surge in available
biomedical data (e.g. genomic databases, compound libraries,
clinical records) coupled with advances in computing power
and ML algorithms (especially deep learning) has enabled Al
applications to substantially grow in this domain. Indeed,
investor and industry interest in Al-driven drug discovery has

boomed, and hundreds of collaborations between
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pharmaceutical companies and Al-focused startups have been
established (Wills, 2022; Sale et al., 2025).

Importantly, recent real-world successes highlight AI’s
potential. The first Al-designed small-molecule drug candidates
entered human clinical trials around 2020. For instance, the
compound DSP-1181 (for obsessive—compulsive disorder) was
created using Exscientia’s Al platform in just 12 months—far
faster than traditional discovery, which takes 4-5 years for a
similar stage (Wills, 2022). By 2023, dozens of Al-assisted
drug candidates across various diseases (from cancer to fibrosis
to immunology) have advanced into trials (Sale et al., 2025).
Notably, although no Al, the discovered drug has yet been fully
approved for marketing, the early-phase results are promising.
As of late 2023, about 67 Al-designed molecules had entered
clinical stages globally, and among those that reached Phase I,
approximately 85% succeeded in demonstrating safety to
progress to Phase II, compared to roughly 50—60% success for
traditionally discovered drugs (Sale et al., 2025). Figure 1
illustrates this stark improvement in Phase I success rates for
Al-derived drug candidates versus the historical average.

85%

Traditional Drug Discovery

Al-assisted Drug Discovery

Figure 1. Comparison of Phase I clinical trial success rates between traditional drug discovery and Al-assisted drug discovery. Al-designed drug candidates have
shown ~80-90% Phase I success (as of 2023), significantly higher than the ~50% success rate for traditional candidates (Sale et al., 2025).
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Given the broad scope of Al in drug design, this review is
organized into sections covering major application areas: (1) Al
for target identification and validation, (2) Al in virtual
screening and lead discovery, (3) De novo drug design with
generative models, (4) Al-driven ADMET and toxicity
prediction, (5) Al in clinical trial design and optimization,
followed by (6) challenges and future perspectives. We also
intersperse examples focusing on specific disease areas (such as
cancer and infectious diseases) to illustrate how Al is being
leveraged to tackle pressing medical needs. The goal is to
provide a cohesive overview of how Al techniques are
accelerating drug development, the successes achieved to date
(including one approved use-case in pandemic drug
repurposing), and the hurdles that remain on the path toward
routine integration of Al in pharmaceutical R&D.

Al for Target Identification

Identifying the right drug target — typically a protein or other
biomolecule playing a causal role in disease — is a foundational
step in drug discovery. A significant portion of drug failures
can be attributed to choosing suboptimal or non-viable targets
(You et al., 2022). Al is helping researchers sift through the
immense complexity of human biology to pinpoint novel
therapeutic targets and better validate existing ones.

One approach uses machine learning on multi-omics data and
biological networks to uncover disease-driving genes or
proteins. Diseases like cancer or neurological disorders involve
complex networks of genes, proteins, and signalling pathways.
Al algorithms can integrate data from genomics,
transcriptomics, proteomics, and metabolomics to identify
patterns or outliers associated with disease states (Ocana et al.,
2025). For example, network-based Al methods treat the
interactome (the full network of molecular interactions in a cell)
as a graph and apply algorithms to find highly connected or
dysregulated nodes that could be good drug targets (You et al.,
2022). In cancer research, such network Al analyses have
revealed “oncogenic vulnerabilities” — critical proteins that
cancer cells depend on — which might not have been obvious
from traditional single-gene studies (You et al., 2022). By
quantitatively modelling relationships in these networks, Al
helps scientists propose novel targets with supporting evidence
of disease relevance.

Another Al-driven strategy for target discovery is the use of
knowledge graphs and natural language processing (NLP).
Knowledge graphs are large databases that link biological
entities (genes, proteins, drugs, diseases) through various
relationship types. Al systems can traverse these graphs to
hypothesise connections, such as identifying that a drug used
for one condition might affect a protein involved in another
disease (Richardson et al., 2020). A notable example comes
from the early months of the COVID-19 pandemic: researchers
at BenevolentAl used an Al- enhanced knowledge graph to
analyse connections between the virus’s entry mechanism and
existing drugs. This approach led them to identify baricitinib,
an approved rheumatoid arthritis drug, as a potential inhibitor of
a key pathway the coronavirus uses to infect lung cells

(Richardson et al., 2020). Based on this Al-generated
hypothesis, baricitinib was quickly prioritised and later
clinically validated to improve outcomes in COVID-19 patients,
becoming one of the first Al- repurposed therapies during the
pandemic. This case illustrates how Al can dramatically speed
up target-based drug repurposing by mining existing biomedical
knowledge for hidden clues.

Al is also increasingly used to analyse genomic and phenotypic
data from patients to find new targets. With the availability of
large patient datasets (e.g., from biobanks or genome-wide
association studies), ML models can identify genes whose
variation correlates with disease or treatment outcomes. For
instance, in complex diseases like Alzheimer’s or autoimmune
disorders, Al has been applied to find gene expression
signatures or genetic variants that suggest new targets or
pathways for intervention (Hasselgren & Oprea, 2024). These
data-driven target hypotheses often then require experimental
validation, but AI greatly narrows the field of search. In
addition, Al can prioritise targets by predicting their
“druggability” — i.e., whether a target protein has features that
make it likely to bind a drug molecule. The breakthrough Al
system AlphaFold has been instrumental here: AlphaFold can
predict protein 3D structures from amino acid sequences with
near-atomic accuracy (Jumper et al.,, 2021). Knowing a
protein’s structure helps assess if it has pockets where a small
molecule could bind, thus aiding target selection. For example,
researchers can use AlphaFold models to evaluate previously
“undruggable” targets and sometimes discover feasible binding
sites or allosteric pockets, expanding the universe of tractable
targets (You et al., 2022). The impact of AlphaFold and similar
Al in structural biology was underscored when the technology
was recognised as a game-changer for drug discovery — it has
essentially solved a decades-long protein folding problem,
enabling structure-based target assessment on a broad scale
(Hasselgren & Oprea, 2024).

In summary, Al techniques ranging from network analysis and
deep learning to knowledge graph mining are augmenting the
target discovery process. They enable a more systematic
identification of key disease players and help prioritise which
targets to pursue. Importantly, Al does not replace experimental
biology in target validation — rather, it focuses the experiments
on the most promising hypotheses. This can shorten the
timeline to zero in on a valid drug target. Several Al-identified
targets are already advancing: for example, Insilico Medicine
used Al to propose a novel target (the enzyme 7NIK) for
idiopathic pulmonary fibrosis, and subsequently demonstrated
in the lab and in animal models that modulating TNIK had
therapeutic effects (Zhavoronkov et al.,, 2019; Insilico
Medicine, 2022). As these examples accumulate, they provide a
strong proof-of-concept that Al can uncover actionable biology
that might have been missed by conventional approaches.

Al in Virtual Screening and Lead Discovery

Once a biological target is chosen, the next step is to find
chemical compounds (small molecules) that can modulate that
target — typically by binding to it and altering its activity. This
phase often involves virtual screening, where large libraries of
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molecules are computationally evaluated to predict which are
likely to bind the target (and thus could be “hits” to test in
experiments). Traditional virtual screening relies on techniques
like molecular docking (simulating the physical fit of a
molecule in the target’s binding site) and quantitative structure—
activity relationships (QSAR models) based on known active
molecules. Al and machine learning are now supercharging
virtual screening, making it faster and more accurate (Wu et al.,
2024).

One major contribution of Al is in predicting compound-target
interactions using learned patterns rather than just physics-
based simulations. For example, deep learning models can be
trained on existing data of molecules and their known activities
on various proteins, thereby learning the subtle chemical
features that differentiate an active binder from an inactive
compound (Wu et al., 2024). These models — often using
architectures like graph neural networks (which naturally
represent molecules as graphs of atoms) or convolutional neural
networks applied to 3D protein-ligand structures — have shown
superior performance in virtual screening compared to
traditional methods in many cases. Deep learning can capture
complex, non-linear relationships between molecular structure
and biological activity, going beyond the linear assumptions of
older QSAR approaches (Wu et al., 2024). As a result, Al-based
virtual screening can more effectively enrich true hits among
the top-scoring candidates.

Another advantage is speed and scale. Al models, once trained,
can screen ultra-large chemical libraries (millions to billions of
compounds) orders of magnitude faster than exhaustive
physics- based docking simulations. For instance, during the
search for new antivirals or antibiotics, Al prediction models
were used to scan through vast repurposing libraries and novel
chemical space in a matter of days. A notable example comes
from antibiotic discovery: a deep learning model trained to
recognise molecules with antibacterial properties (based on
patterns from known antibiotics) was deployed by an MIT
research team to screen a library of over 100 million molecules
for potential new antibiotics (Stokes et al., 2020). This led to
the discovery of halicin, a molecule with a chemical structure
very different from existing antibiotics, which showed potent
activity against a range of multidrug-resistant bacteria (Stokes
et al., 2020). Halicin was previously an experimental drug for
diabetes and had been shelved, but the AI model identified it as
a top prediction for antibacterial activity. Subsequent lab testing
confirmed its efficacy against dangerous pathogens like
Clostridioides difficile and Acinetobacter baumannii. This
discovery — the first Al-identified antibiotic — illustrates how
Al-driven virtual screening can uncover unexpected hit
molecules that human screening efforts might overlook.

Al is also improving the accuracy of molecular docking and
scoring. Traditional molecular docking software generates
many possible binding poses for a given ligand in the target’s
active site and then scores these poses to estimate binding
affinity. Machine learning can enhance this in multiple ways.
First, ML models (like deep neural networks) can re-score
docking poses more reliably by learning from large datasets of

known ligand—target complexes and their true binding affinities.
These “machine-learned scoring functions” often correlate
better with experimental binding data than classical scoring
functions (Wu et al.,, 2024). Second, Al can help in pose
prediction: new methods use neural networks to directly predict
the likely bound pose of a molecule, sometimes treating it as an
image or 3D voxel map problem. Additionally, Al-driven
approaches can account for protein flexibility better — a known
challenge in docking — by predicting how the target might
adjust its shape to accommodate a ligand. All these
improvements mean virtual screening by Al yields higher-
quality hits, reducing the number of false positives (compounds
predicted to bind that end up inactive in reality) and false
negatives (missed opportunities that Al can rescue).

Beyond small molecules, Al is aiding virtual screening for large
molecules (like peptides or antibodies) as well. While this
review focuses on small-molecule drug design, it’s worth
noting that analogous Al techniques are being used to identify
biologic drug candidates (e.g., predicting antigen-binding
regions in antibodies using deep learning). This broadens the
impact of Al in the hit discovery phase across therapeutic
modalities. In practice, many pharmaceutical companies now
employ Al-augmented virtual screening workflows. A common
paradigm is to use Al models in a triaging manner: for example,
first use a fast deep learning predictor to narrow a massive
library down to a few thousand candidates, then perform
detailed docking simulations on those, and finally test a smaller
set experimentally. This workflow was applied in the search for
COVID-19 antivirals and other urgent projects, significantly
cutting down the time required (Hasselgren & Oprea, 2024). Al
has also enabled virtual screening on-the-fly during pandemics
or new target discovery — quickly evaluating approved drugs for
repurposing opportunities. The case of baricitinib for COVID-
19, mentioned earlier, combined target analysis with virtual
screening: once the Al identified the relevant pathway (AP2-
associated protein kinasel — AAKI), it virtually screened
known drugs for AAKI inhibitory activity, ranking baricitinib
highly (Richardson et al., 2020). Such rapid virtual screens,
impossible to perform comprehensively by hand under time
pressure, provide actionable leads within days.

It is important to recognise that Al predictions in virtual
screening still require experimental validation. Al might predict
a molecule binds a target, but wet-lab assays (biochemical or
cellular) are needed to confirm activity and measure potency.
Encouragingly, several instances show good hit rates: for
example, a deep learning model used by researchers at Google
and Pfizer was able to propose a small set of molecules for a
protein target, of which a significant fraction (over 30%) were
confirmed actives in vitro — far above the typical hit rate of
random high-throughput screening (Wu et al., 2024). These
efficiencies mean fewer compounds to synthesise and test,
saving time and money.

In summary, Al has become an indispensable partner in virtual
screening and lead discovery. By learning from vast chemical
and bioactivity data, Al models can navigate chemical space
more intelligently, suggesting promising candidate molecules
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with a higher likelihood of success. This not only accelerates
finding initial hits but can also yield more diverse and
innovative chemotypes (scaffolds) that might be missed by
human-biased approaches. The case studies of halicin and other
Al-found hits illustrate that potential for novelty. As we move
into the next section, we’ll see that Al can go even further — not
just selecting compounds from a library, but imagining new
molecules from scratch with desired properties.

De Novo Drug Design with Generative Models

One of the most groundbreaking advances at the intersection of
Al and drug discovery is the advent of generative models for de
novo drug design. Rather than relying solely on existing
chemical libraries, generative Al allows us to create novel
chemical structures that have never been synthesised, but are
predicted to be effective drug candidates. This flips the
traditional paradigm — instead of screening what we have, we
ask Al to design what we need.

Generative models in chemistry often use deep learning
techniques like variational autoencoders (VAEs), generative
adversarial networks (GANs), or reinforcement learning to
produce new molecular structures. These models are trained on
known compounds (for example, millions of molecules from
databases of drug-like chemicals) and learn a kind of “chemical
language” or latent representation of molecules. The model can
then generate new molecules by sampling from this learned
representation, guided by desired objectives (Zhavoronkov et
al., 2019; Walters & Murcko, 2020). Objectives might include
binding to a particular target, satisfying drug-like properties
(such as Lipinski’s rules for oral drugs), avoiding predicted
toxicity, etc. Through iterative optimisation — sometimes called
multi-parameter optimisation — Al can propose molecules
that balance these often-competing objectives in a way human
chemists would find extremely challenging.

A pioneering example was reported by Insilico Medicine in
2019. Using a generative reinforcement learning model called
GENTRL, they set out to design novel inhibitors for the kinase
enzyme DDRI, a target implicated in fibrosis and certain
cancers (Zhavoronkov et al., 2019). Remarkably, the AI model
generated several hundred novel chemical structures within a
few days. After filtering and selecting candidates based on the
model’s scoring of potency and synthetic feasibility, six
compounds were synthesised in the lab. Of those, multiple
showed nanomolar activity against DDR1 in biochemical
assays, and two exhibited cellular activity. One lead compound
demonstrated favourable pharmacokinetics in mice, making it a
legitimate preclinical candidate (Zhavoronkov et al., 2019).
From project start to a validated lead molecule took only 21
days, a jaw-dropping acceleration compared to the months or
years a traditional medicinal chemistry effort might require for
lead identification. This was one of the first real proofs that
generative Al could produce novel, potent drug candidates
essentially on demand.

Building on such successes, generative Al has been widely
adopted for lead optimisation as well. In traditional drug
discovery, once a hit is found, chemists spend considerable

effort synthesising and testing analogues to improve properties
(potency, selectivity, pharmacokinetics, etc.). Generative
models can massively speed up this optimisation by virtually
exploring chemical modifications. For instance, after
identifying an initial hit compound, an Al model can generate
hundreds of analogues with slight modifications and predict
their property profiles, suggesting the most promising ones to
actually synthesise. This was how the world’s first Al-designed
drug candidate DSP-1181 was optimised: Exscientia’s platform
used a generative algorithm to explore modifications to a
known 5-HT1A receptor agonist scaffold, optimising it for
characteristics needed to treat obsessive—compulsive disorder.
The result was DSP-1181, which progressed to human trials in
Japan in 2020 (Wills, 2022). Only 350 compounds were
synthesised in that entire project, a remarkably small number by
industry standards, attesting to how effectively Al narrowed the
search (Wills, 2022). A similar generative approach led
Exscientia and collaborators to create EXS-21546, an A2A
adenosine receptor antagonist for cancer immunotherapy, which
entered Phase I trials in 2021; the AI system efficiently
navigated to potent leads that were distinct from competitors’
molecules (Wills, 2022).

Generative Al has also shown its value in tackling targets that
require novel chemistry, where known chemotype options are
limited. A case in point is antibiotic and antiviral discovery,
where we often need new scaffolds to overcome resistance. The
earlier example of halicin partly fell in this category — the Al
discovered a structurally unique antibiotic. More recently,
companies like Atomwise and IBM have used GANSs to propose
novel inhibitors for viral enzymes (like certain influenza and
coronavirus proteins) that traditional methods struggled with.
These models can venture into less-explored regions of
chemical space, delivering candidates with high predicted
activity and novelty. In one reported instance, a GAN-based
model generated a novel series of inhibitors for an enzyme
target, with several compounds showing low-micromolar
activity on first synthesis (Hasselgren & Oprea, 2024). This
level of first-pass success (active molecule without iterative
tweaking) is a dream scenario for medicinal chemists and is
becoming more attainable with Al guidance.

It is important to note that generative models typically
incorporate additional algorithms to ensure the generated
molecules are chemically reasonable and synthesizable. Early
naive generative models sometimes produced exotic structures
that, while theoretically potent, would be practically impossible
or very laborious to make in a lab. Modern approaches address
this by including synthetic feasibility filters or by training the
model on reactions (so it generates molecules constructable
from known building blocks). Some Al systems even output not
just the molecule but a suggested synthetic route to make it,
using tools from computer-aided synthesis planning. This helps
bridge the gap between an idea and a physical compound.

The integration of human expertise remains important in
generative design. Medicinal chemists usually work closely
with the Al suggestions, reviewing proposed structures for any
obvious liabilities (e.g., reactive groups or known toxic
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substructures) and using their intuition to guide the AI (Walters
& Murcko, 2020). Often, a cyclical process is employed: the Al
generates candidates, chemists select and synthesise a few, test
them, then feed the experimental results back into the model to
refine further generations. This human-Al collaboration can
iterate rapidly. For example, Insilico Medicine’s 18-month
project to develop a preclinical candidate for idiopathic
pulmonary fibrosis involved multiple Al-human design cycles
and resulted in a compound (dubbed INSO018 055) that
progressed to Phase I trials for fibrosis in under two years (Sale
et al., 2025). Achieving a clinical candidate that quickly is
nearly unprecedented in drug R&D. As of 2023, INS018 055
has even advanced to Phase 1I, marking one of the fastest
transitions from concept to patient testing for a novel molecule
— a trajectory attributed to heavy use of generative Al and
robotics in the design-make-test cycle (Insilico Medicine,
2023).

Generative Al does come with challenges. One concern is that
the models might exploit predictive loopholes — designing
molecules that trick the prediction model into thinking they’1l
be active, when in reality they might not be (Walters &
Murcko, 2020). This relates to the issue of models operating
within the domain of their training data; if a generated molecule
is too unlike anything in the training set, property predictions
could be unreliable. There’s also the ethical worry (albeit
theoretical at this point) that such Al could be misused to
design harmful substances (toxins or chemical weapons) just as
casily as beneficial drugs. However, in the context of legitimate
research and with proper oversight, generative models are
proving to be a powerful asset for medicinal chemistry.

In summary, generative Al for de novo drug design represents a
paradigm shift. Instead of combing through what exists, we can
now algorithmically create molecules tailored to our targets

and design goals.

Early successes — from Exscientia’s and Insilico’s clinical
candidates to the rapid design of enzyme inhibitors —
demonstrate the feasibility of Al-driven molecule generation.
As algorithms and validation processes improve, we may see a
future where a significant fraction of new drugs have their
origin at least partly in silico, conceived by algorithms, and then
brought into reality by chemists. The result could be not only
faster drug discovery, but potentially more innovative therapies
that human creativity alone might not have arrived at.

Al for ADMET Prediction and Optimisation

Discovering a bioactive molecule is only half the battle in drug
design. A compound must also have acceptable ADMET
properties — Absorption, Distribution, Metabolism, Excretion,
and Toxicity — to become a safe and effective medicine. Poor
pharmacokinetics or unforeseen toxicity are among the leading
causes of failure in both preclinical stages and clinical trials
(Zhang et al., 2025). Traditionally, ADMET profiling relies on
a combination of in vitro assays (e.g., metabolic stability in
liver microsomes, hERG cardiac toxicity assays) and animal
studies, which are costly, time-consuming, and sometimes not

predictive of human outcomes. Al offers a way to predict
ADMET properties early on, helping chemists weed out
problematic compounds or refine them before significant
resources are spent.

Machine learning models have been used for decades in
ADMET (for example, QSAR models predicting solubility or
permeability), but modern Al — particularly deep learning —
brings higher accuracy by capturing non-linear relationships in
large, complex datasets. For instance, deep neural networks and
graph neural networks (GNNs) have achieved excellent
performance in predicting properties like aqueous solubility,
human intestinal absorption, blood-brain barrier permeability,
and plasma protein binding based on molecular structure
(Hasselgren & Oprea, 2024). These models learn from datasets
of thousands of compounds with measured ADMET properties,
identifying subtle structural features (or combinations of
features) that correlate with good or bad outcomes. With Al
assistance, chemists can get early warnings that a molecule
might, for example, be metabolised too quickly or have low oral
bioavailability, and then modify the structure (e.g., adding a
polar group to improve solubility, or avoiding certain motifs
known to trigger metabolic enzymes).

One of the most critical areas is toxicity prediction.
Approximately 30% of drug candidates fail in preclinical or
clinical development due to safety issues (Zhang et al., 2025).
Al is being harnessed to predict various toxicity endpoints,
from acute toxicity in cells or animals to specific organ
toxicities (like liver or cardiac toxicity) and long-term risks
such as carcinogenicity. Modern computational toxicology
platforms often incorporate multiple Al models specialised for
different endpoints (Zhang et al., 2025). For example, a deep
learning model might predict the likelihood of a compound
causing liver injury by comparing it to patterns from known
hepatotoxic drugs, while another model might predict hERG
channel inhibition (linked to cardiac arrhythmia risk) from
chemical structure. Integrating these predictions, AI can
provide an overall risk profile for a new molecule. In fact, some
pharmaceutical companies now require an Al toxicity
evaluation as a gating item before a compound is nominated for
animal studies, using it as a triage to avoid obvious high-risk
candidates.

Al models have shown impressive results in certain toxicity
benchmarks. In tests of predictive power on held-out
compounds, Al algorithms have matched or even exceeded the
performance of some in vitro assays for endpoints like
mutagenicity or rodent acute toxicity (Zhang et al., 2025). For
example, graph neural networks can automatically extract
structural features from molecules and have achieved state-of-
the-art accuracy in predicting LD50 (lethal dose) in animal
models, approaching the reliability of actual animal testing in
some cases (Zhang et al., 2025). Similarly, transformer-based
architectures (borrowed from NLP) have been used to integrate
chemical structure with gene expression data (from cell-based
toxicogenomic assays) to predict complex phenomena like liver
toxicity, capturing both chemical and biological response
patterns (Hasselgren & Oprea, 2024). These advances suggest

685 © 2026 Ashish vig, Neha, Alpika, Muskan sharma, Navneet kaur. This is an open-access article distributed under the terms of the Creative Commons
Attribution 4.0 International License (CC BY NC ND).https://creativecommons.org/licenses/by/4.0/



https://creativecommons.org/licenses/by/4.0/

Int. Jr. of Contemp. Res. in Multi.

PEER-REVIEWED JOURNAL

Volume 5 Issue 1 [Jan- Feb] Year 2026

that with sufficient high-quality data, Al could drastically
reduce the need for certain animal tests by providing an
accurate in silico filter.

Beyond binary toxicity outcomes (toxic vs non-toxic), Al helps
in understanding dose-dependent effects and multi-endpoint
considerations. Multi-task learning models can simultaneously
predict multiple toxicity endpoints, which is useful because a
structural feature that mitigates one toxicity risk might
exacerbate another. Al can balance these by guiding chemists
toward modifications that improve a molecule’s profile on
multiple fronts. For instance, an Al model might suggest a
change that reduces a molecule’s lipophilicity (and hence
lowers promiscuity that can cause off-target toxicity) while
maintaining its potency, thereby improving both safety and
efficacy potential in parallel (Hasselgren & Oprea, 2024). This
kind of holistic optimisation is challenging to do manually but
is well-suited to algorithmic search.

Al also significantly aids metabolism and pharmacokinetic
predictions. Predicting human pharmacokinetics from chemical
structure alone is extremely hard, but machine learning can
learn from large sets of molecules with known PK parameters.
There are Al models for predicting a compound’s half-life,
clearance, volume of distribution, and likelihood of major
metabolic pathways (e.g., identifying sites on the molecule
likely to be modified by liver enzymes). Some models even
simulate metabolism by predicting possible metabolites.
Knowing likely metabolites can flag if a molecule might break
down into a toxic product or if it will be rapidly cleared. For
example, Al may predict that adding a certain functional group
will make the compound a substrate for P-glycoprotein (an
efflux transporter), suggesting that modification might cause it
to be pumped out of cells and thus reduce efficacy. Having this
insight early means chemists can choose a different
modification to avoid that issue.

A tangible success of Al in ADMET optimisation is seen in
how quickly teams have been able to achieve drug-like
properties for Al-generated molecules. In several published
cases of Al-designed compounds (like those by Exscientia or
Insilico), the initial leads not only had high potency but were
also relatively clean on early safety metrics — no significant
hERG liability, acceptable metabolic stability, etc. This is in
part because the AI was tasked with optimising those
parameters concurrently, something that traditionally can take
many iterative rounds of medicinal chemistry. The result is a
higher quality of lead compounds going into animal testing,
which translates to a greater probability of success downstream.
That said, challenges remain. Al models are only as good as the
data they are trained on, and ADMET data can be noisy,
sparsely available (especially for novel chemical series), and
biased towards certain chemical space. Extrapolating
predictions to a very different kind of molecule may reduce
accuracy. Interpretability is also an issue — regulators and
scientists often want to know why a model predicts a compound
is toxic. Efforts in explainable Al are underway to highlight
structural alerts or features driving an AI’s prediction (Zhang et
al., 2025). For instance, an Al might indicate that a molecule’s

predicted hepatotoxicity is due to a quinone substructure known
to cause oxidative stress, giving chemists a clue on how to
modify the structure to mitigate risk.

In conclusion, Al is becoming an essential tool for ADMET
prediction, allowing for early risk assessment and guiding the
optimisation of pharmacokinetic and safety profiles. By
flagging potential liabilities in silico, Al helps avoid late-stage
failures and enables a more rational, data- driven approach to
improving a molecule’s drug-like characteristics. As these
models continue to improve and incorporate even more diverse
data (e.g., high-content biological assay data, patient- derived
cell data), we can expect even greater confidence in Al-driven
ADMET evaluations. In the ideal scenario, the future
development candidate molecules will come through with much
“cleaner” profiles, having been virtually vetted against myriad
safety and ADMET criteria, thereby increasing the odds of
clinical success.

Al in Clinical Trial Design and Optimization

Beyond the preclinical stages, Al is also making inroads into
clinical development, which includes designing and running
human clinical trials. Clinical trials are expensive and time-
consuming; inefficiencies in trial design, patient recruitment,
and data analysis can lead to delays or failures even for
pharmacologically effective drugs. Al’s ability to analyse large
datasets and identify patterns is being leveraged to optimise
various aspects of clinical trials and thus accelerate the
translation of drug candidates into approved therapies.

One of the critical challenges in clinical trials is patient
recruitment and stratification. Approximately one-third of trial
timelines are spent on recruiting eligible patients, and many
trials fail to enrol enough participants or end up with a patient
cohort that isn’t ideally matched to the treatment (leading to
inconclusive results). Al can help by matching patients to trials
more efficiently. For example, machine learning models can sift
through medical records or real-world data to find patients who
meet complex inclusion criteria, far faster than manual
screening. In oncology, some trials now use Al-based
algorithms to scan pathology reports, genomic data, and
physician notes to identify patients with specific tumour
profiles who could benefit from a targeted therapy under
investigation (Ocana et al., 2025). This approach has been
shown to improve enrollment rates — one analysis found that
Al-driven patient recruitment tools improved enrollment by a
substantial margin (reportedly in some cases by ~65%) by
finding eligible patients that traditional methods overlooked
(Harper & Southall, 2023). Moreover, Al ensures a more
diverse and representative patient selection by reaching broader
populations through data (e.g., scanning records from multiple
hospitals or regions), addressing a known issue of clinical trials
often not representing real-world patient diversity.

Al is also instrumental in-patient stratification — identifying
subgroups of patients most likely to respond to a therapy. For
instance, in trials for complex diseases like Alzheimer’s or
depression, only a subset of patients might respond to the drug
due to underlying heterogeneity in disease mechanisms.
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Machine learning techniques (such as clustering analysis on
patient biomarkers or symptoms) can recognise patterns that
define these subgroups. An Al might discover, for example, that
patients with a certain inflammatory marker profile respond
better to a new rheumatoid arthritis drug, suggesting the trial
should stratify randomisation or analysis by that biomarker.
This was demonstrated in some oncology trials where Al tools
analysed tumour genetic data and proposed stratification based
on specific mutations — effectively turning a potentially “failed”
trial (if analysed in aggregate) into a successful one by showing
the drug works in the mutation-positive subgroup (Hasselgren
& Oprea, 2024). By prospectively using Al to design trials with
these stratifications built in, sponsors can increase the chances
of detecting a drug’s effect where it truly exists, thus improving
trial success rates.

Another area is adaptive trial design. Traditionally, trials are
static: the protocol (doses, sample size, endpoints) is set upfront
and doesn’t change. Adaptive trials allow modifications based
on interim data (for example, dropping a non-efficacious dose
arm or re-estimating sample size). Al and predictive modelling
are enabling more sophisticated adaptive designs. Simulation
models can predict trial outcomes under various scenarios,
helping researchers choose optimal designs. During a trial, Al
algorithms can continuously analyse incoming patient data and
advise on adjustments. For instance, an Al might identify early
on that a particular subgroup is experiencing clear benefit, and
suggest reallocating more patients to that subgroup or adjusting
enrollment criteria to focus on them (Ocana et al., 2025).
Regulators are open to such adaptive approaches as long as they
are pre-specified and statistically sound, and Al can ensure the
complex computations are done correctly in real-time.

Al is also contributing to the rise of decentralised and hybrid
clinical trials, where patients might participate from home using
digital devices. Machine learning models can monitor data from
wearable sensors, smartphone apps, or telemedicine interactions
to detect trends (Sale et al., 2025). This is especially useful for
continuously tracking outcomes (like activity levels, heart rate,
glucose readings, etc.) in a way that would be impossible to
manage manually with hundreds of patients. Al-driven analysis
of this real-world data can provide early signals of a drug’s
efficacy or side effects. For example, in a trial for a new
Parkinson’s disease drug, an Al might analyse gait and tremor
data captured by a smartwatch to objectively assess
improvement, supplementing or even replacing subjective
clinician-rated scales. Additionally, AI chatbots or virtual
assistants are being used to keep patients engaged and adhering
to trial protocols by providing reminders and answering basic
questions, thereby reducing dropout rates (Zoccoli et al., 2025).

A noteworthy contribution of Al is in trial data analysis and
interpretation. Clinical trial datasets are increasingly large and
complex, especially with genomic profiling, imaging, and other
biomarkers included. Al techniques such as deep learning are
being applied to, say, radiographic images in oncology trials to
quantitatively assess tumour response (instead of relying purely
on manual radiologist measurements). In some trials, Al image
analysis has found subtle treatment effects (like changes in

tumour metabolism on PET scans) that were not apparent by
conventional criteria, thereby giving additional evidence of a
drug’s activity (Hasselgren & Oprea, 2024). Furthermore, Al
can help identify unexpected drug effects by mining all the data
simultaneously — for instance, correlating a blood biomarker
change with an outcome to generate new hypotheses about how
the drug works or which patients benefit.

Another emerging concept is the use of synthetic control arms
with Al In trials for serious diseases, it can be unethical or
unfeasible to have a placebo arm (e.g., in certain cancers). Al
can assist in creating a “virtual” control arm by pulling in data
from past trials and real-world patient records that match the
current trial’s patient profile (Ocana et al., 2025). By comparing
the Al- modeled outcome of these virtual control patients to
those receiving the experimental drug, efficacy can be
estimated without needing as many (or any) real control
patients. While still a developing approach, regulatory agencies
have shown interest in such Al-driven methods to make trials
more efficient and ethical, as long as the data is robust.

The combined impact of these Al applications in trials is
already visible. Deloitte reported that as of 2023, trials
employing Al for design and execution have seen improvement
in timelines and success rates: one prediction was that fully Al-
optimised trials could reduce phase durations significantly and
contribute to ROI increases in pharma R&D (Zoccoli et al.,
2025). Moreover, in 2024, the FDA and other regulators have
started projects to incorporate Al in post-market surveillance
and trial oversight (Sale et al., 2025). By quickly analysing
safety reports and even social media data, Al can detect adverse
event patterns faster, potentially intervening in trials or guiding
label changes promptly.

Despite the promise, challenges exist here too. Data privacy is a
major concern — using patient medical records for recruitment
or synthetic controls requires careful handling of personal
health information. Ensuring Al models do not inadvertently
introduce bias (for example, systematically favouring certain
demographics in recruitment) is vital; transparency and
validation of these algorithms are needed to build trust.
Regulators will also require that Al-influenced trial decisions
maintain statistical rigour and do not compromise the scientific
validity of trials.

In conclusion, AI’s role in clinical trial optimisation is an
extension of the ethos of precision medicine — getting the right
treatment to the right patient at the right time, and doing so as
efficiently as possible. By streamlining patient selection,
enabling adaptive designs, enhancing data analysis, and
potentially reducing the need for large control groups, Al can
shorten the time it takes to evaluate new therapies and lower the
cost per successful drug. This ultimately benefits patients, as
promising drugs reach the market sooner and trial participants
are more likely to receive a therapy that helps them. As we
move forward, the integration of Al in both the discovery and
development phases suggests a future where end-to-end drug
R&D is data-driven and intelligently guided at every step.
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Challenges and Future Perspectives

While Al has demonstrated transformative potential in drug
design, it is not a panacea, and several challenges must be
addressed to fully realise its benefits. A primary concern is data
quality and availability. Al models, especially deep learning,
typically require large datasets for training. In drug discovery,
suitable data (for example, activity data for a target, or toxicity
outcomes for diverse chemicals) may be limited, proprietary, or
biased toward certain kinds of molecules. Many Al successes
have occurred where substantial data existed or was generated
(such as large public bioactivity databases or high-throughput
screening results). But for truly novel targets or mechanisms,
Al models may struggle due to a lack of prior examples. There
is a need for more open data-sharing initiatives and
standardised datasets in the pharmaceutical industry to fuel Al
algorithms (Hasselgren & Oprea, 2024). Organisations like the
FDA and NIH have encouraged this by creating public
databases and challenges. In the future, incorporating multi-
modal data (combining chemical structures with omics data,
clinical data, etc.) could allow models to make predictions in
data-sparse scenarios by borrowing insights across domains.
Another key challenge is interpretability and trust. Many Al
models are “black boxes,” meaning they don’t readily explain
why a particular prediction was made. In a high-stakes field like
drug  development, researchers and regulators are
understandably cautious about basing decisions on opaque
algorithms. The situation is improving with efforts in
explainable Al for chemistry and biology — for instance,
algorithms that highlight which parts of a molecule led to a
toxicity prediction, or which features in a patient’s profile drove
a trial stratification suggestion (Zhang et al., 2025). Such
explanations not only increase trust but can yield scientific
insights (e.g., identifying a structural motif problematic for
toxicity). The ideal future scenario is Al as a cooperative
partner to human experts: not only predicting outcomes but also
providing a rationale that augments human understanding.
Achieving this will likely involve combining mechanistic
modelling (like physics-based simulations) with data-driven Al,
so that predictions come with mechanistic plausibility.

The integration of AI into existing workflows poses
organisational and skill challenges. Drug discovery teams need
people who can bridge domain science and data science — so-
called “bilingual” scientists who understand both medicinal
chemistry or biology and AI/ML techniques. Retraining the
workforce and fostering collaboration between computational
experts and bench scientists is crucial. Culturally, there can be
resistance to adopting Al-driven decisions in a field that has
long relied on human intuition and experience. Early successes
help, but broader acceptance will grow as a new generation of
scientists comfortable with Al tools become leaders in R&D.
Companies that have embraced Al (either via internal programs
or partnerships) are already seeing a competitive edge, which
may drive others to follow suit or risk falling behind.
Regulatory guidance will also shape Al’s future in drug design.
Agencies are still developing frameworks for evaluating drugs
that heavily utilise Al in their discovery or development. For

instance, if an Al-designed molecule goes to clinical trials,
regulators may inquire about the model that designed it — Was it
validated? Could it have missed something that a human might
have caught? Similarly, Al used in trial conduct (for example,
adaptive trial decisions) will be scrutinised. The FDA has
shown interest via initiatives on Al in medical product
development and has even approved some Al-designed
molecules to enter trials (implicitly giving a nod to the
approach). Over time, we expect more formal guidelines on
documenting and validating Al processes in submissions. This
might include auditing the training data, testing the model on
independent benchmarks, and demonstrating that using the Al
was beneficial compared to not using it (Sale et al., 2025).

One challenge that has garnered public attention is the potential
for bias in Al models. If the training data reflects historical
biases (for example, underrepresentation of certain ethnic
groups in clinical trial data, or a chemical library biased toward
certain scaffolds), the AI’s outputs will inherit that bias. In a
worst-case scenario, this could mean AI models that work well
for predicting drug response in one population but not another,
or Al-designed drugs optimised for the kinds of chemistry we
already know rather than exploring novel regions of chemical
space. Addressing this requires conscious efforts to diversify
training data and to test models in many scenarios. Techniques
like transfer learning (adapting models to new data) and active
learning (iteratively improving models by adding new
experimental data where the model is uncertain) can help
mitigate bias and improve generalizability (Hasselgren &
Oprea, 2024).

Ethical considerations go beyond bias. There are debates about
intellectual property: if an Al designs a drug, how is it patented,
and who is the inventor — the algorithm’s creator or the
operator? Current patent laws generally still require a human
inventor, but as Al contributions grow, these questions will
intensify. Another ethical angle is the use of Al to potentially
predict or design hazardous substances, as mentioned earlier.
The scientific community is proactive in this regard, often
focusing Al efforts on beneficial outcomes and being aware of
dual-use concerns. Policies and perhaps technological
safeguards (like filtering what Al models are allowed to output)
might be considered in the future.

Looking ahead, the future perspectives for Al in drug design are
exciting. We can anticipate an increasingly seamless integration
of Al at every stage of the pipeline, essentially creating a
continuously learning system from discovery to development.
For example, data from clinical trials could feed back to early
discovery: if an Al observes that many drugs fail because of a
specific toxicity in Phase II, it can prioritise avoiding that
liability in new molecules from the outset. The concept of a
“closed-loop” learning drug discovery platform, where Al
continuously refines its models with new data and suggests
optimal experiments to perform next, is on the horizon
(Hasselgren & Oprea, 2024). Some companies are already
attempting this, pairing automated labs (robotics for synthesis
and screening) with Al decision-makers that decide which
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compounds to make and test next, dramatically increasing the
cycle speed of hypothesis to experiment to new hypothesis.
Another burgeoning area is large language models (LLMs) and
transformer models applied to chemistry and biology.
Analogous to how GPT models can generate human-like text,
some LLMs generate plausible molecules or even entire
research hypotheses by ‘“reading” vast chemical literature
(Zhang et al., 2025). These models might allow Al to leverage
not just numerical data but the accumulated knowledge in
millions of papers and patents. We might see an Al that reads
all of medicinal chemistry literature on a target and proposes a
novel approach that no single chemist has noticed, perhaps by
analogising to a completely different field. Already, transformer
models trained on protein sequences (like AlphaFold’s
successor models or others like RoseTTAFold) are enabling
tasks like de novo protein design — designing therapeutic
proteins or enzymes for drug synthesis. This extends Al-driven
design beyond small molecules to biologics and even cell
therapies.

In clinical development, the future may hold Al-driven digital
twins of patients — computational replicas that can simulate how
a patient might respond to a drug (Ocana et al., 2025). This
could personalise medicine at an entirely new level, where a
treatment is virtually tested on a patient’s digital twin before
administering it for real, to predict efficacy and side effects.
While still conceptual, strides in modelling human biology
(using Al on multimodal patient data) are moving in that
direction.

In conclusion, the trajectory of Al in drug design is one of
increasing influence and sophistication, but also one that must
be navigated carefully. The “hype cycle” is levelling into
pragmatic use: after some initial exaggerated expectations, most
experts now see Al not as magic, but as a powerful toolkit that
— when used appropriately — significantly augments human
capabilities (Walters & Murcko, 2020). The narrative is shifting
from “Can Al discover drugs on its own?” to “How can Al and
humans best work together to discover better drugs faster?” The
evidence so far, from accelerated timelines to improved success
in early trials, indicates that the synergy of AI with human
creativity and expertise can overcome longstanding bottlenecks
in drug development. The coming years will likely see the first
Al-designed drug approvals, broader adoption of Al- optimized
trials, and hopefully breakthroughs for diseases that have
frustrated conventional approaches. By addressing current
challenges and fostering interdisciplinary collaboration, Al will
continue to evolve from a novel experimental tool to a standard
component of the drug designer’s arsenal — ultimately
benefiting patients waiting for new treatments.

CONCLUSION

Artificial intelligence has rapidly moved from a theoretical
concept to a practical asset across the drug design and
development spectrum. This review has highlighted how Al
techniques are shortening timelines and improving decision-
making at each stage: identifying promising biological targets

through integrative data analysis; discovering hit molecules via
smart virtual screens; creating optimised lead compounds with
generative models; predicting and improving ADMET
properties to raise the quality of candidates; and streamlining
clinical trial processes to evaluate those candidates more
efficiently. Collectively, these advances address many pain
points of traditional drug R&D — namely, the high cost, slow
pace, and high failure rates.

Crucially, AI’s impact is not just quantitative (making things
faster) but also qualitative: it is enabling innovations such as
novel drug chemotypes, patient-tailored trial designs, and real-
time learning healthcare systems that were not previously
feasible. Early success stories, from the first Al-designed
molecules entering trials to Al-guided repurposed drugs for
COVID-19, provide a glimpse of a more efficient paradigm.
For patients, this could mean more treatment options and faster
access to lifesaving therapies, especially in areas of unmet
medical need like rare diseases or multi-factorial conditions
where Al can unravel complexity.

However, it is equally clear that Al is a tool to enhance — not
replace — human expertise. The best outcomes have emerged
from a synergy: human scientists define important questions,
curate data, and interpret Al outputs, while Al algorithms
handle scale and complexity to propose solutions humans might
miss. As the field matures, best practices are being established
on how to integrate Al into existing workflows and how to
rigorously  validate  Al-driven findings. Transparency,
collaboration, and continued education will be important to
overcoming scepticism and ensuring that these tools are used
responsibly.

In the near future, we anticipate seeing the first wave of Al-
influenced drugs reaching regulatory approval, which will be a
milestone validating the approach. We also expect Al to
facilitate a more adaptive and learning-oriented pharmaceutical
ecosystem — for example, continuous analysis of real-world
data post-approval to inform new indications or dosing
adjustments. The virtuous cycle of data and learning will further
accelerate as more Al-developed compounds enter the clinic
and generate new data, which can then feed back into
algorithms for the next generation of discovery.

In summary, Al has ushered in a new era for drug design, one
marked by a transition from labor- intensive trial-and-error
processes to more knowledge-driven discovery and
development. While challenges remain, the progress to date
indicates that these are surmountable with interdisciplinary
effort. By addressing the current limitations and maintaining a
focus on ethical, patient-centric applications, Al stands to
significantly expand the pharmaceutical toolkit. The ultimate
success will be measured in healthier lives — when AI’s
contributions help deliver effective medicines faster to the
people who need them. The evidence compiled in this review
provides strong optimism that this vision is well on its way to
becoming a reality.
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Table 1: Examples of Al Applications in Drug Design and Development

Healthcare used network Al to identify

new cancer therapy targets.

Al Application Description/Role Notable Examples Qutcomes
BenevolentAl identified AP2-associated
kinase I asa COVID-19 host target, Novel targets for diseases (e.g.,
Using Al (network analysis, leading to baricitinib repurposing cancer, COVID-19)
Target Identification | knowledge graphs, etc.) to find (Richardson et al., 2020). discovered; existing drugs
and validate novel drug targets. <br>GNS matched tonew targets  (drug

repurposing success).

chemistry modifications.

suggest chemical modifications.

. . ML/DL models MIT’s Al model screened 100M Multiple potent hits were
Virtual Screening . .
predict active molecules and found antibiotic halicin identified faster and with higher
& Hit Finding compounds from (Stokes etal., 2020). <br>AtomNet hit rates than brute-force
large libraries; (Atomwise) predicted hits screening; novel
Al Application Description/Role Notable Examples Qutcomes
docking and scoring improved for dozens of targets (e.g., Ebola virus L
chemotypes (halicin) discovered.
by AL enzyme).
Exscientia’s DSP-1181 (5- HT1A agonist
) for OCD) was designed in 12 months Al-designed molecules entered
Generative models create new . . o ) )
) (Wills, 2022). <br>Insilico’s INS018_055 clinical trials (world- first in
De Novo Drug Design molecular structures with )
) ) (DDR1 2020); design- make-test cycles
desired properties. . . . . ) )
inhibitor for fibrosis) designed in 46 days were dramatically accelerated.
(Zhavoronkov et al., 2019).
) Fewer late-stage
Al predicts Pfizer’s ADMETIlab
X . failures due to toxicity; improved
pharmacokinetic and toxicity platform uses ML to flag cardiotoxic
ADMET , drug-like properties (e.g.,
profiles, compounds early. <br>AstraZeneca’s Al
L. ducing hERG liability,
Prediction guiding medicinal models predict metabolic stability and reducing 1abuity.

improving bioavailability) in

lead candidates.

Clinical Trial

Optimization

Al aids trial design (adaptive
designs, patient stratification) and

recruitment; analyses trial data.

IBM Watson assisted in breast cancer trial
recruitment by scanning records (improved
enrollment).
<br>Quantitative Insights” Al analysed real-
time trial data to adapt dose escalation in

oncology trials.

Faster patient

enrollment; more efficient trials
with adaptive protocols;
improved chances of
demonstrating drug efficacy by

focusing on responders.

Sources: Richardson et al., 2020; Stokes et al., 2020; Zhavoronkov et al., 2019; Wills, 2022; Sale et al., 2025, and company press releases as cited in text.)
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